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Abstract 

A number of recent studies have shown that contour-based 
processing is more useful in object recognition than region-based 
techniques. Thus, obtaining meaningful contours in degraded 
images through perceptual grouping is very important. This 
paper presents a method which detects curvilinear structures 
in 2D images. The approach is ba.sed on a generalization of the 
Hough transform which is different from its traditional, template 
based generalizations. The global interaction of edge elements is 
reduced through the use of the Delaunay graph in utilizing the 
Hough transform. 

1 INTRODUCTION 

In computer vision the ability to segment objects in an image is crucial. 
There are two major approaches to image segmentation: (a) region 
based, and (b) contour (edge) based . However, a completely general 
and successful segmentation algorithm using either approach is still not 
available. A number of recent studies have supported the claim that the 
contour-based processing is more useful than region based techniques 
in recognizing objects (4 ,14]. The main advantage of using a contour
based approach is the fact that most of the shape information about 
the object necessary for its recognition is contained in its boundaries. 
The human visual system seems to perform very reliably with stimulus-
poor inputs. Line drawings are examples of such stimulus-poor inputs 
because they lack any of the usual surface related information such 
as texture, shading, range from stereopsis, etc. Even with degraded 
line drawings where the boundary information is incomplete, humans 
do a remarkable job by completing the missing boundary segments to 
recognize the objects. 

Most contour-based segmentation algorithms suffer from the fact 
that the extracted object boundaries are usually broken and incomplete 
due to poor imaging conditions and/or occlusions. It has been argued 
in the past that the human visual system uses the laws of perceptual 
organization (perceptual grouping) to identify and complete the noisy 
contours of an object (14 ,24,32]. It has also been pointed out that"such 
detection of structure by perceptual grouping is domain independent. 
That is, there are general rules reflecting the constraints of physical 
world and of the imaging process, but these constraints do not depend 
on the specific domain in which object recognition ultimately has to 
be performed. Gestalt psychologists were the first to state explicitly 
the rules of organization in visual perception. These rules are based on 
properties of proximity, good continuation, similarity, etc. (13,31] . 

There has been a renewed interest in the perceptual grouping phe
nomenon both in the computer vision community (6,14,24,30,32] and 
the psychology community (19] . In these studies, the idea of detect
ing non-accidental properties has emerged as a unifying explanation 
for many of the phenomena- that Gestalt psychologists had identified 
previously. Non-accidental properties in an image refer to properties 
such as collinearity, curvilinearity, parallelism, etc. The main idea is 
that the likelihood of such structures arising in images by accident is 

'This research was supported in part by NSF Grant no. Ill! 8705256 

------------ - - - - - ---· 

very low. Therefore, their presence in the 2D image indicates a signifi
cant causal structure that ex ists in the corresponding three-dimensional 
(3D) scene. These non-accidental structures in images then must be 
identified at this intermediate stage which may be useful for processing 
at later stages. In this paper , we provide an algorithm which attempts 
to unify some of these Gestalt phenomena, like identification, grouping, 
completion, and segmentation of contours in an image using many of 
the Gestalt laws of organization, namely smoothness, closure, etc. We 
assume that the low level processing of the input image has been done 
and we are provided with the edge elements that need to be grouped. 
Given noisy and broken object boundaries, we want to compute the 
best possible interpretation of these boundaries utilizing domain inde
pendent techniques. These boundary interpretations will then be input 
to higher level processes such as the 3D interpretation of the 2D lines 
[15,29]. Current line labeling algorithms suffer from the fact that they 
expect perfect line drawings . The contour completion and segmenta
tion algorithm presented here will be the first stage of the line labeling 
process . 

Our grouping approach is based on the generalized interpretation 
of the Hough transform for a straight line. In the traditional Hough 
transform, one detects only single "hot spots" in the parameter (Hough) 
space. The hot spots are the locations in the parameter space which 
receive most votes. A smooth curve can be regarded as a collection 
of straight line segments that are changing slowly. Thus if we look 
at tl\e pattern of hot spots in the parameter space, we see that they 
will be spatially adjacent. The general curve detection process then 
will try to locate such contiguous cluster of hot spots in the parameter 
space. This is different from the traditional generalization of the Hough 
transform, in that we need not know the parameterization or the exact 
shape of the curve to be detected a priori. The traditional Hough 
transform is global. Thus a pair of unrelated edge elements (points) 
in the image space may interact and influence the final transform. We 
impose a spatially local structure on our input image in the form of the 
Delaunay graph to obtain the final grouping. This eliminates most of 
the unwanted global interactions among unrelated pairs of points (see 
Section 2). 

The paper is organized as follows. In Section 2 we compare the 
traditional approach to generalizing the Hough transform with our 
approach. Then in Section 3 we provide the details of the grouping 
algorithm. The grouping algorithm is formulated as a probabilistic re
laxation labeling scheme which utilizes both the image space and the 
Hough space information. The experimental results are presented and 
discussed in Section 4. Finally, in Section 5 we make some concluding 
remarks . 

2 BACKGROUND 

In this section we will first review the well-known Hough transform for 
straight lines. Then we will explain our approach for generalizing it . 



2.1 Hough Transform for Straight Lines 

The Hough transform was originally proposed for the detection of 
straight lines in images [11] . The main idea is to have a parameterized 
version of the straight line, and have each of the points in the image 
space vote for all those parameter values that represent the lines pass-

: ing through the point. At the end of this process, if there are straight 
lines in the image, the parameter values representing these lines in the 
image will have received higher votes than other parameters. 

There are various parameterizations of the straight lines each of 
which has its advantages and disadvantages. The most commonly used 
parameterization, however, is the normal equation of a straight line 
given by the equation [9]: 

r = x cos(0) + y sin(0) ( 1) 

To compute the Hough transform for the whole image, one usually 
quantizes the ( r, 0) parameter space. Then for each point in the image 
space the bins in the parameter space to which the point contributes are 
incremented . The straight lines in the image space will result in single 
bins in the parameter space that have very high counts (hot spots) . 

· The detection of straight lines then becomes a problem of detecting 
these hot spots in the parameter space. The effect of quantization of 
the parameter space, noise in the image, and nonuniform contribution 
of image points on the detection accuracy has been analyzed [5,8]. 

Hough transform has been generalized to detect parameterized curves 
and arbitrary curves [3] . But, we need to know a priori the shape of the 
curve we are trying to detect. The equivalence of Hough transform to 
template matching has been established [22]. An extensive bibliogra
phy and a comprehensive review on the Hough transform have appeared 
recently [18,12]. The next section looks at the Hough transform from 
a viewpoint that is different from template matching. 

2.2 Non-accidental Alignments 

We regard the Hough transform as detecting non-accidental alignments 
in the image space. By non-accidental alignment we mean the 2D struc
ture formed by edge points in the image space which is very unlikely 
to have arisen accidentally. With this viewpoint, the hot spots in the 
parameter space indicate certain non-accidental properties (in this case 
collinearities) that exist in the image . .. The higher the ·count in a bin 
compared to its neighborhood, the less likely that the points contribut
ing to that bin in the image space are aligned by accident. 

Interpreting the Hough transform this way, results in a generaliza
tion of the straight line detection to the curvilinear structure detection. 
Now, we look at not only the individual hot spots in the parameter 
space, but also at collections of them. Each small portion of a smooth 
curve will contribute a little to several spatially adjacent bins in the 
parameter space. So, each curve in the image space will result in a 
contiguous set of high count bins in the parameter space. 

The distribution of the hot spots in the parameter space can be 
analytically determined for well defined curves such as conic sections 
in the image. For example, image points on a circle with radius ro 
whose center is at the origin results in a collection of hot spots along 
a horizontal straight line in the (r, 0) parameter space whose equation 
is r = r0 • The shape of this curve in the parameter space changes 
depending upon the location of the center of the circle. Casasent has 
analyzed this set of curves in detail [7] to localize certain distinguished 
points of the conic sections, such as the center of the circle. From our 
viewpoint, however, the shape of this curve in the parameter space is 
not important. It is the property that these hot spots are proximally 
arranged in the parameter space which allows us to group tokens or 
curves that form perceptual groups from non-accidental alignments. 
Note also that with this approach we do not have to know the shape 
of the curve we are trying to detect a priori. If we make correct use of 
proximity in image space and proximity in Hough space then we can (a) 
detect arbitrary curves in the image space, (b) segment the curves in 
image space at corners (orientation discontinuities) and occlusions (T 
junctions), and (c) explain some of the grouping phenomena observed 
by Gestalt psychologists and compu_ter vision researchers. We also 1:a".':. 

the possibility that in the case of the occluded objects we can use the 
information in the parameter space to fill in the occluded parts of the 
contour. The linking of the image space and the Hough space has been 
proposed before [2,10]. 

2.3 Locality of Grouping 

Hough transform looks for global structures in an image. For example, 
the Hough transform for detecting lines assumes that every pair of 
points in the image plane lie on a straight line and will, therefore, 
contribute to some cell in the parameter space. However, not every 
pair of points are or should be so related . So the Hough transform 
cannot distinguish between related pairs of points that actually lie on 
a line and totally unrelated pairs of points. In contrast, the detection of 
structure in the human visual system is localized as can be seen from the 
examples in Figure 1. The perception of the linear structure in Figure 
l(a) is no longer immediate in Figure l(b) due to local interference 
of the neighboring points. Vistnes has done experiments to determine 
when the humans stop perceiving linear and circular structures when 
embedded in a noisy background [27] . One of the results in his paper 
is that when the interpoint distance in the straight line is comparable 
to the average interpoint distance of the background, humans are no 
longer able to perceive the line in the noisy background. 

One way to capture the locality of the detection of structures such as 
straight lines is to prevent unrelated points from interacting with each 
other . We accomplish this by imposing a local neighborhood relation on 
the image points, so that unrelated pairs of points cannot be grouped 
together. The locality constraint is used after the bins representing 
significant structures are identified in the Hough space: All the points 
that fall into these bins are identified and only those are grouped that 
interact locally. 

We have used the Delaunay graph for defining this locality or neigh
borhood relation. The main idea is to generate the Delaunay graph of 
the set of points in the image space to define the local neighbor rela
tionship. Then the edges of the Delaunay graph are used to perform the 
perceptual grouping. This prevents the locally unrelated pairs of points 
from interacting with each other, resulting in a much more meaningful 
grouping. 

3 ALGORITHM 

This section will present our formulation of the grouping of linear as 
well as curvilinear contours by using the Hough transform. The top
level algorithm is given in Algorithm 1. The relaxation labeling step is 
iterated 100 times. Most of the final probabilities converge to either 1 
or O at the end of 100 iterations . We will now describe each of these 
steps in more detail. 

3.1 Delaunay Graph 

It has been shown that the Delaunay graph can be used to represent 
local neighborhood information and that it is very useful in extract
ing local information about the spatial distribution of a set of points 
[24]. The Delaunay graph is best described in terms of the Voronoi 
tessellation . · 
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Figure 1: (a) A linearly arranged set of points. The linearit.y is easily 
detected in this case. (b) The same set of points in (a) embedded in 
a randomly arranged background. The perception of the linear struc
ture among the original points is no longer immediate due to the local 

· interference of the neighboring points. 



1. Generate edge map with contrast and gradient direction. 

2. Compute Delaunay graph of the edge pixels. We regard each edge 
pixel as a point. 

3. Compute Hough transform. 

4. Do relaxation labeling based on the image space and Hough space 
results. This step will attach probabilities of breaking a Delaunay 
edge e;, (p;(B)), and for not breaking a Delaunay edge, (p;(N B)). 

5. Identify the groupings by thresholding on the label probabilities 
of the Delaunay edges. A Delaunay edge e; is considered to be 
not broken if p;(N B) > threshold. We use threshold= 0.5. All 
the pixels connected by non-broken Delaunay edges are said to 
be grouped. 

Algorithm 1: The overall algorithm for performing the grouping and 
segmentation of the contours using the Hough transform. 

Let S denote a set of three or more points in the Euclidean plane. 
Assume that these points are not all collinear, and that no four points 
are cocircular. Consider an arbitrary pair of points P and Q belonging 
to S. The bisector of the line joining P and Q is the locus of points 
equidistant from both P and Q and divides the plane into two halves. 

The half plane H~ (HS) is the locus of points clos~r to P (Q) th.an to 
Q (P) . For any given point P, a set of such half planes is obtained for 

various choices of Q. The intersection n H~ defines a polygonal 

QeS,Q;tP 
region consisting of points in the Euclidean plane closer to P than 
to any other point. Such a region is called the Voronoi polygon (28) 
associated with the point P . The set of complete polygons for all points 
in S is called the Voronoi diagram of S [21). The Voronoi diagram 
together with the incomplete polygons in the convex hull of S define 
a Voronoi tessellation of the entire plane. Two points P, Q E S are 
said to be Voronoi neighbors if the Voronoi polygons of P and Q share 
a common edge. The Delaunay graph is obtained by connecting all 
the pairs of points which are Voronoi neighbors as defined above. The 
Delaunay graph for the example pattern in Figure 2(a) is shown in 
Figure 2(b). 

The use of the Voronoi tessellation as the basis for defining neighbor 
relationship between points and for assigning two-dimensional neigh
borhoods to points offers many advantages compared to other defini
tions of neighbors [l). The fixed radius neighborhood [17), k-nearest 
neighbors [26,34), O'Callaghan's definition (16] have parameters that 
need to be specified, whereas the Voronoi neighborhood definition is 
parameter-free. Unlike fixed-radius neighborhood definition, it is adap
tive to scale and density variations. Unlike k-nearest neighbors defini
tion, the number of neighbors is not fixed and the neighbor relation 
between points is symmetric. Some other well-known graph-theoretic 
definitions of neighbors such as minimum spanning tree (MST) (33) 
and relative neighborhood graph (RNG) (23,25) are subsets of the De
launay graph (DG) . Therefore, the DG contains all the neighborhood 
information contained in MST and RNG, and more. The points linked 
'in MST may be considered neighbors, but the construction of MST 
is based on a global criterion and a small change in one region of the 
point pattern can cause a change in the MST in a completely unrelated 
region. Therefore, the stability of the neii,;hbor set in the MST with 
respect to small local perturbations is not good. 

3.2 Edge Detection 

We use Ganny's edge detector to identify the high contrast pixels in 
the image which indicate boundaries. The Canny edge detector also 
computes the direction of the gradient at the boundary pixels detected. 
This gradient direction information is utilized in the computat10n of the 
Hough transform as well as the grouping process. 

/ 
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Figure 2: ( a) A point pattern. (b) The Delaunay graph for the point 
pattern in part (a). 

3.3 Computation of the Hough Transform 

Computing the Hough transform using the definition given in Sec
tion 2.1 results in a very noisy parameter space. We use the direction 
of the gradient attached to each edge pixel to update only those bins 
in the parameter space that are consistent with a line going through 
the pixel. 

The updating of the proper bin is done by first looking at the gradi
ent direction to obtain 0 and using this value to obtain the value of r. 
This automatically results in the sense of the gradient to be accounted 
for, because pixels with opposite contrast that lie on the same straight 
line will have r values with opposite signs and 0 values 1r apart. 

The parameter space resolution has been selected to be 2 pixels per 
bin for the r values and 11 .25° for the 0 resolution. We would like to 
be able to separate parallel thin lines reasonably well, which is why we 
have selected to use an r resolution of 2 pixels. The 0 resolution on the 
other hand depends on the resolution of the edge detector. We use half 
of the 0 difference between adjacent quantized gradient direction as our 
0 resolution, and update three bins for each edge pixel: the bin with t~e 
actual gradient direction and the two immediately adjacent bins. Th18 
is done so that lines with orientations in between the sixteen quantized 
directions can have a chance of being detected if the appropriate bins 
accumulate sufficient support. 

3.4 Detection of Structure 

Once the Hough transform is computed, the next step is to compute 
the groupings that exist in the image. This is done through a coupling 
between the image space and the parameter space. The algorithm itself 
is formulated as a relaxation labeling scheme. The initial label prob
abilities and the compatibility coefficients are computed based on the 
counts in the Hough space and the spatial properties such as distances 
between points in the image space. 

We detect the curvilinear structure that exists in the image by label
ing the edges in the Delaunay graph as broken (B) or non-broken (NB). 
The non-broken edges in the Delaunay graph result in their endpoints 
being grouped. Therefore, in our relaxation labeling formulation, the 
objects being labeled are the edges in the Delaunay graph and the set 
of labels are { B, NB } . The formula for updating the probabilities is 
the commonly used one (20]: 

p(k+I) A - Pik)(A)(q)k)(A)] 
; ( ) - L P?J(A')(q?\A')] 

(2) 
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where 

q)k\~) = L w;; [I: {r;;(A, A')P?)(A')}] 
; >.' 

(3) 

In equations 2 and 3 p/k\A) is the probability that edge e; has label 
A at the kth iteration, r;;(A, A') (between 0 and 1) is the compatibility 
coefficient that edge e; has label A and edge e; has label N, and w;; is 
the weight given to the interaction between the two neighboring edges 
e; and e;. 

Relaxation labeling requires the specification of initial probabilities 
and the compatibility coefficients. Both of these quantities are com
puted from the Hough transform of the image . 

3.4.1 Initial Probability Computation 

The initial probabilities of the two labels { B , NB } for each Delaunay 
edge are computed based on the bin counts computed in the Hough 
space. Let e; be the i th Delaunay edge. Let P1 and P2 be its two 
endpoints. Let (r1, 01) be the bin defined by point P,. Let (r2, 02) be 
the bin defined by P2 . 

The initial probabilities depend on two things: (a) the length of 
the Delaunay edge in image space, and (b) the separation between the . 
two bins (r1,01 ) and (r2 ,02) in the parameter space. The length of 
the Delaunay edge is normalized to the range [0,1] using the logistic 
function described below . 

1 (4) logistic(:z:) = 1 + e-(:-a)/T 

The parameter a ~ont~ois the -~ot'i~t by which the logiatic curve is 
shifted from the origin, and T controls the shape of the curve. The two 
parameters a and T ;re set using the statistics of the edge lengths in 
the image. Specifically, a is set to the mean edge length in the image 
and Tis set to the standard deviation of the edge lengths in the image . 
Let this normalized length of the Delaunay edge be dist1. 

The separation of the bins in the image space is computed using a 
nonlinear distance measure because of the nonuniform scaling that the 
two axes of the parameter space have. The bin separation has the value 
0 if the two bins are the same or if they are adjacent . If the separation 
is more than one bin apart, then the separation is set to a very large 
value if 01 = 02 and lr1 - r2 I ~ 2. This condition corresponds to the 
case of having two well separated parallel lines. The separation is set to 
lr1 - r2I + 101 - 02 I otherwise. This is again normalized between 0 and 1 
using the logistic function with a = 3 and T = 4. Let this normalized 
separation in parameter space be dist H 

The initial probability for edge e; is then computed as follows : 

p/Dl(NB) = (l -dist1) ~ (1- distn) (5) 

p/0l(B) = 1- P/0\NB) (6) 

That is, for a Delaunay edge to have high probability of not being 
broken, it should not be too long ((1 - dist 1) should be large) and the 
bins for its two endpoints should be in close proximity ((1 - distn) 
should,be large). 

3.4.2 Computation of Compatibility Coefficients 

Three major pieces of information are considered in the computation of 
the compatibility coefficients: (i) the bin counts indicating the strength 
of the non-accidental alignment, and (ii) the distance in the Hough 
space between bins, indicating the smoothness of the curve. 

The compatibility coefficients r;;(A, A1
) are defined for a pair of 

Delaunay edges e; and e; and a pair of labels A and A1 assigned to each 
edge, respectively, where A, NE {B, N BJ. The Hough space separation 
is computed in the same way as described in Section 3.4.1. Let Pt and 
.11 2 be the endpoints of edge e; . Let p2 , and p3 be the endpoints of 
edge e; . Note that p2 is the common point between the two edges. Let 
distn, 12 be the Hough space separation between the bins for points P1 
and p2. Similarly, we define distn,23 and distn, 13 . The counts in the 
bins are normalized to the range (0,1] using the logistic function with 

.• ... · 1-:.;:::; =,-., 1L~ 

a = 2 and T = 15. The a = 2 is picked so that any count greater 
than 2 will have a value greater than 0.5. This tends to suppress the 
effects of the noisy background. Recall that a count of 2 in any bin 

· in the parameter space is insignificant since a line passes through any 
: two points. The value of T is selected large so that the logistic curve is 
saturated slowly. Thia allows one to distinguish between fine gradations 
of counts up to a point (around 15 to 20). The count approaches to 1 
after a certain point considering those values to be significant whatever 

·the absolute amounts are. Let count 1, count 2, and count3 be the values 
of the counts normalized to the range (0,1] for points Pt, P2, and p3, 
respectively. 

Another constraint that is enforced is that the two endpoints of a 
Delaunay edge should be in bins that are close to the bin defined by the. 
Delaunay edge itself. This const~aint is violated when a Delaunay edge 

'exists between points from two parallel lines that are close in the image . 
The bins defined by the two lines to which the two endpoints of the 
Delaunay edge belong will be close in the Hough space. But since the 
Delaunay edge connecting two points will be at approximately 90° to 
the lines themselves, its bin will be far from the bins of the two parallel 
lines. In such cases we would like to break the Delaunay edge. This 

:constraint is enforced by computing the separation of the bins using 
the Hough space separation described above. For each endpoint and 
Delaunay edge we defined this separation. Thus, distn, 12,1 is the Hough 
space separation between the bin for the Delaunay edge e; and the bin 
for point Pt• Similarly, we define distn,12,2,distn,23,2, and distn,2a,3. 

The not-break (NB) support for edge e; can be given as: 

PNB; = ½ (count 1 + count2 + (1 - distn,12) + 
(1 - distn,12,1) + (1 - distn,12,2)) (7) 

. and for edge e; 

P NB; = ½ (count 2 + count3 + (1 - distn,23) + 
(1 - distn,23,2) + (1 - distn,2a,a)) (8) 

The compatibility coefficients are given as follows: 

r;;(N B, NB)= PNB; + PN B; + (1 - distn,13) 
3 

(9) 

That is, all the counts must be high and all the bins must be proximal in 
the Hough space. We define the remaining compatibilities in a similar 
manner. 

r,;(NB,B) = PNB; +(1-PNB;) 
2 

r;;(B,NB)= (1-PNB;)+PNB; 
2 

··(B B)-(1-PNB;)+(l-PNB;) 
rlJ 1 -

2 

4 RESULTS 

(10} 

(11) 

(12) 

The algorithm was tested on a number of gray level images that we 
obtained in our laboratory. Images contained curved boundaries as 
well as straight lines. The original images, the edge map obtained from 
these images and the final groupings from our algorithm are shown in 
Figures 3-4 . 

There are a number of things to notice in the results. First, the algo
rithm groups the curvilinear structures as well as the straight lines de
spite the fact that we are using the Hough parameterization for straight 
lines. Furthermore, we do not have to know the shapes of these curvi
linear structures a priori. Second, the algorithm separates the curved 
boundaries at the corners and T junctions. This boundary segmenta
tion can be useful for later processing where the Hough space contigu
ities can be used to possibly complete occluded boundaries . Third, the 
grouping that results is done between local edge elements due to the 
use of the Delaunay graph . 
--------- -----



The algorithm was implemented in C on a SUN-4 processor. The 
grouping takes on the average 280 seconds to run for an image of size 
128xl28. Most of this time is spent doing the 100 iterations of the relax
ation labeling. The edge detection is done off-line and is not included 
in this time. 

5 CONCLUSION 

In this paper we have presented a generalization of the Hough transform 
which is different from the traditional template matching perspective. 
We make use of the distribution of the "hot spots" in the parameter 
space coupled with the image space information to detect linear and 
curvilinear structure in the input 2D image. 

The results obtained by this algorithm may be useful in a number 
of ways. First, they indicate significant linear or curvilinear structures 
that exist in the image. Second, they give possible segmentation of 
curves at corners and junctions which may be useful for later processing. 
Third, each such structure identified is defined by a set of bins in the 
Hough space which may be later used as a possible shape description. 

The algorithm as it is currently implemented needs to be extended. 
One such extension is to perform a connected component analysis of the 
groups obtained from our current algorithm and use the distribution of 
the set of bins in Hough space to further group these larger component. 

Another extension would be to use the Hough space information to 
perform contour completion for occluded objects. For example, if the 
contour of an object has a gap due to occlusion, the set of bins it defines 
in the parameter space will be disconnected. One way to complete the 
missing contour would be to connect the set of bins in the Hough space 
by a straight line and identify all the pixels in the image that lie on 
the curve defined by this set of bins. Currently, we are studying these 
possible extensions of the algorithm. 
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Figure 3: ( a) An image of overlapping pipe cleaners. (b) The edge 
pixels identified in (a) . (c) The resulting groupings identified by our 
al orithm. 
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Figure 4: (a) An image of a washer with two L hinges. (b) The edge 
pixels iden tified in (a). (c) The resulting groupings ident ified by our 
algorithm. 
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